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Abstract. In theory, improved generalization accuracy can be obtained
by training separate learning models as “experts” over subparts of a given
application’s domain. For example, given an application with both clean
and noisy data, one solution is to train a single classifier on a set of both
clean and noisy data. More accurate results can be obtained by training
separate expert classifiers, one for clean data and one for noisy data, and
then using the appropriate classifier depedning on the environment. Unfor-
tunately, it is usually difficult to distinguish between clean and noisy data
outside of training. We present a novel approach using oracle learning to
approximate the clean and noisy domain experts with one learning model.
On a set of both noisy and clean optical character recognition data, using
oracle learning to approximate domain experts resulted in a statistically
significant improvement (p < 0.0001) over using a single classifier trained
on mixed data.

1 Introduction

The main idea in oracle learning [1, 2] is that instead of training directly on a set
of data, a learning model is trained to approximate a given oracle’s behavior on
a set of data. The oracle can be another learning model that has already been
trained on the data, or it can be any given functional mapping f : R® — R™
where 1 is the number of inputs to both the mapping and the oracle-trained
model (OTM), and m is the number of outputs from both. The main difference
with oracle learning is that the OTM trains on a set of data whose targets
have been labeled by the oracle instead of training on given targets. Having an
oracle to label data also means that previously unlabeled data can be used to
train the OTM since the OTM s goal is only to approximate its oracle, not to
improve in accuracy over the it. The ey to oracle learning s success is that it
attempts to use data that ts the observed distribution of the given problem
to accurately approximate the oracle on those sections of the input space that
are most relevant in real world situations. n [1] small arti cial ne ral net or s
( s) are trained to approximate larger s instead of being trained directly
on the data. n addition, the smaller s are trained on previously unlabeled
data since the larger S can serve as oracle s to label data that did not
originally have labels. n the following, instead of approximating a single ,
we use a set of domain e ert s as an oracle to train a single on real
data.
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